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Abstract
Ordinal classification problems, where labels exhibit a natural order, are prevalent in high-
stakes fields such as medicine and finance. Accurate uncertainty quantification, including 
the decomposition into aleatoric (inherent variability) and epistemic (lack of knowledge) 
components, is crucial for reliable decision-making. However, existing research has pri-
marily focused on nominal classification and regression. In this paper, we introduce a nov-
el class of measures of aleatoric and epistemic uncertainty in ordinal classification, which 
is based on a suitable reduction to (entropy- and variance-based) measures for the binary 
case. These measures effectively capture the trade-off in ordinal classification between ex-
act hit-rate and minimal error distances. We demonstrate the effectiveness of our approach 
on various tabular ordinal benchmark datasets using ensembles of gradient-boosted trees 
and multi-layer perceptrons for approximate Bayesian inference. Our method significantly 
outperforms standard and label-wise entropy and variance-based measures in error detec-
tion, as indicated by misclassification rates and mean absolute error. Additionally, the 
ordinal measures show competitive performance in out-of-distribution (OOD) detection. 
Our findings highlight the importance of considering the ordinal nature of classification 
problems when assessing uncertainty.

Keywords  Ordinal classification · Ordinal regression · Uncertainty quantification · 
Aleatoric uncertainty · Epistemic uncertainty · Binary reduction

1 3

https://doi.org/10.1007/s10994-025-06960-5


1  Introduction

Supervised machine learning models are increasingly used for high-stakes decision-making 
in domains such as medicine and finance. Consider predicting treatment effects (Rafique 
et al., 2021) or automating loan approvals (Uddin et al., 2023). Likewise, quantifying the 
predictive uncertainty associated with a query � �  becomes more and more important for 
reliable and safe decision-making. Information about the predictive uncertainty could, for 
instance, be used in a downstream selective classification (Geifman & El-Yaniv, 2017; Hen-
drickx et al., 2024) approach in which only certain enough queries are processed automati-
cally while uncertain ones are delegated to human experts. This, in turn, reduces the risk of 
wrong predictions and increases the overall accuracy of the predictor (Haas & Hüllermeier, 
2025a).

A common distinction in uncertainty quantification is drawn between so-called aleatoric 
and epistemic uncertainty (Hüllermeier & Waegeman, 2021; Senge et al., 2014). The latter 
refers to the uncertainty that arises due to a lack of knowledge or information, e.g., previ-
ously unseen medical cases in clinical diagnosis or novel traffic scenarios in autonomous 
driving. It can be reduced with additional training data or by selecting a better predictor or 
model for the specific task. In contrast, aleatoric uncertainty is irreducible and arises from 
the inherent randomness in the data, e.g., disagreement among physicians interpreting the 
same clinical image or differing evaluations of a portfolio among financial analysts. Identi-
fying and measuring these uncertainties allows for more nuanced detection of issues related 
to the learning and prediction process. For example, information about aleatoric uncertainty 
empowers decision-makers to assess whether a dependable decision can be reached at all. 
Likewise, understanding epistemic uncertainty provides valuable insights into whether a 
given predictor is sufficiently informed to make reliable decisions or requires additional 
training data or a different type of model or model class. Concrete applications where 
this distinction has proven beneficial include active learning (Nguyen et al., 2022), where 
instances with high epistemic uncertainty are preferentially selected to improve the model, 
and out-of-distribution (OOD) detection (Lu et al., 2025), where high epistemic uncertainty 
typically indicates samples lying outside the previously seen data distribution.

In general, the focus of uncertainty quantification in machine learning has primarily been 
on nominal classification and regression, with the Bayesian approach prevailing in the liter-
ature, where epistemic uncertainty is represented by a second-order probability distribution 
representing the posterior over the hypothesis space: a probability distribution of probability 
distributions (Hüllermeier & Waegeman, 2021). In practice, such second-order distributions 
are commonly approximated through Monte Carlo sampling using ensembles (Malinin et 
al., 2021; Sale et al., 2024; Shaker & Hüllermeier, 2020; Wimmer et al., 2023) or other 
variational techniques such as dropout (Gal & Ghahramani, 2016) or drop connect (Mobiny 
et al., 2021) in deep learning.

A principled approach to measuring and separating aleatoric and epistemic uncertainty 
on the basis of classical information-theoretic measures of (Shannon) entropy (Shannon, 
1948) was proposed by Depeweg et al. (2018). The approach has widely been adopted for 
nominal classification (Löhr et al., 2024; Malinin et al., 2021; Mobiny et al., 2021; Saberi 
et al., 2024; Shaker & Hüllermeier, 2020, 2021). However, particularly in high-stakes use-
cases, the class labels � � �  often exhibit a natural order relation, with � � � � � � � � � � � � . 
Think of credit scoring with � � � poor, fair, good, very good, excellent�  or any other rat-
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ing application, such as disease severity in medicine or employee performance evaluation 
in human resources. Since ordinal classification lies somewhat between classification and 
regression, commonly used entropy and variance-based approaches are also applicable in 
the ordinal case (Malinin et al., 2021). However, these approaches may not ideally reflect 
the inherent trade-off within ordinal classification between exact hit-rate and minimized 
error distances, as has been shown by Haas and Hüllermeier (2025b) for entropy. Entropy is 
not a good choice for uncertainty quantification in ordinal classification, as it does not take 
into account the dispersion of a probability distribution and is invariant to the redistribution 
of probability mass (cf. Fig. 1 for an illustration). To the best of our knowledge, no efforts 
have been devoted to disentangling aleatoric and epistemic uncertainty in the context of 
ordinal classification yet, which is crucial for reliable decision-making in many high-stakes 
use cases.

In this paper, we make the following key contributions:

	�B We explore methods to disentangle aleatoric and epistemic uncertainty in ordinal clas-
sification based on commonly used entropy and variance-based decomposition ap-
proaches.

	�B We propose a novel binary decomposition method that builds upon commonly used en-
tropy and total variance-based decompositions for quantifying aleatoric and epistemic 
uncertainty, taking the ordinal structure into account.

	�B We compare our novel method with standard entropy- and total variance-based ap-
proaches, as well as with label-wise entropy and variance-based binary decompositions, 
in an extensive study on twenty-three common tabular ordinal benchmark datasets us-
ing ensembles of gradient-boosted trees and multi-layer perceptrons for approximate 
Bayesian inference, specifically evaluating performance in error detection and out-of-
distribution detection.

	�B Moreover, we demonstrate that the cross-entropy (CE) loss, as a proper scoring rule, is 
advantageous over ordinal losses for uncertainty quantification in ordinal classification 
in general. While ordinal losses often induce compressed unimodal predictive prob-
ability distributions, which can serve as a beneficial inductive bias for predictions, par-
ticularly for discretized continuous ordinal targets, they negatively impact uncertainty 
quantification.

Fig. 1  Several probability distributions which lead to the same (Shannon) entropy (�  = 1.9 with base 2). 
In ordinal classification, where the minimization of error distance is an important factor in addition to the 
exact hit-rate, this behavior has been shown to be problematic (Haas & Hüllermeier, 2025b). Obviously, 
the different distributions should be associated with different degrees of uncertainty, arguably increasing 
from left to right in this example
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2  Learning Probabilistic Predictors

We consider the setting of probabilistic supervised machine learning, in which a learner is 
given access to a set of training data

	 � � ��� � � � � �� � � � � �� � � � � �� � � � � �

with � � � � � � �  a feature vector from an instance space � , and � � � �  the correspond-
ing class label or outcome from a set of outcomes �  that can be associated with an instance. 
In particular, we focus on the ordinal classification scenario, where � � �� � � � � � � � � �  con-
sist of a finite set of class labels equipped with a natural (linear) order relation:

	 � � � � � � � � � � � �

Suppose a model or hypothesis space �  to be given, where a hypothesis � � �  is a predic-
tive model in the form of a mapping � � ��� �  from instances to probability distributions 
on outcomes. Assuming that training data as well as future (test) data is independently dis-
tributed according to an underlying (unknown) joint probability P on � � � , the goal in 
probabilistic supervised learning is to induce a hypothesis � � � �  with low risk (expected 
loss)

	
� ��� �� � ���� ��� ������� � � �

�

� ��
������� � � �� ��� � � �

where � � ��� � � � � � �  is a loss (error) function. Training probabilistic predictors is 
typically accomplished by minimizing the (perhaps regularized) empirical risk

	
� ��� ��� ��

�
�

��

���

����� � �� � � � � (1)

as an estimate of the true risk (generalization performance). Then, the empirical risk 
minimizer

	
� �� ��� ���

� � ��
� ��� � � � �

serves as an approximation of the true risk minimizing hypothesis � � . Given a query instance 
� � � �  as input, it produces a probabilistic prediction

	 � � ��� � � � � ��� � �� � � � � � �� � �� � �� � � � � � � � � � � ��� � � (2)

as output, where � �  is the predicted probability for the kth class � � .
So-called (strictly) proper scoring rules (Gneiting & Raftery, 2007) are commonly used 

as loss functions l in (1). These have the nice theoretical property of being minimized (in 
expectation) by the true conditional probabilities, hence incentivizing the learner to produce 
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well-calibrated probability estimates (2). An important example of such loss functions is the 
log-loss or cross-entropy loss (CE)

	
��� ��� � � � �

��

� ��

� � � � � � ���� � � � �� (3)

where � ��  denotes the indicator function.
In the context of ordinal classification, one might be tempted to prefer dedicated ordi-

nal losses, such as the quadratic weighted kappa (QWK) (de La Torre et al., 2018) or the 
squared Earth Mover’s Distance (EMD) loss (Hou et al., 2016), which are designed to pro-
duce accurate predictions while accounting for the ordinal structure of � . One should note, 
however, that accurate prediction is not the same as faithful uncertainty representation, and 
indeed, from a probability estimation point of view, ordinal losses of that kind provide 
the wrong incentive. Imagine, for example, that the probability ��� � � � �  is uniform over 
the three classes � � � � � � � � . Then, CE is minimized (in expectation) by predicting exactly 
this distribution, whereas the � � -loss, which takes the order of the classes into account, is 
minimized by the distribution that assigns probability 1 to � �  (and hence suggests complete 
certainty).

This problem is confirmed by de La Torre et al. (2018) and Liu et al. (2020), who dem-
onstrate that ordinal losses inherently bias the predictive probability distributions towards 
unimodality by penalizing more distant errors at the loss level. While this approach can be 
effective for loss minimization, it does not necessarily promote truthful uncertainty repre-
sentation and, depending on the application and type of data, may introduce an undesirable 
inductive bias. The literature on ordinal classification places a strong emphasis on what 
Anderson (1984) refers to as “grouped continuous” ordered categorical variables, where an 
inherently continuous variable, such as age, is discretized into groups (Cao et al., 2020; Li 
et al., 2022; Niu et al., 2016; Yun et al., 2024). For such kind of variables, the assumption of 
unimodality may still appear to be reasonable. However, Anderson also identifies a second 
type, termed “assessed” ordered categorical variables, where an assessor provides a judg-
ment (Haas & Hüllermeier, 2022). For this second type, the inductive bias of unimodality 
appears rather arbitrary. Anderson further notes that errors for assessed variables are likely 
to be greater. We refer to Appendix D for experiments demonstrating the superiority of 
proper scores (in particular the CE loss) for uncertainty quantification in ordinal classifica-
tion compared to dedicated ordinal losses.

3  Aleatoric and Epistemic Uncertainty

A probabilistic predictor’s uncertainty is purely aleatoric, as it fully commits to a single 
hypothesis h, which in turn fully commits to a single probability distribution (2) when mak-
ing a prediction. Hence, it does not represent any epistemic uncertainty about the hypothesis 
itself, nor about the probability (2). A popular framework that caters for the representation 
of epistemic uncertainty on top of aleatoric uncertainty is Bayesian inference. Here, instead 
of committing to a single hypothesis, a prior p(h) is placed over the candidates � � �  (Gal 
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& Ghahramani, 2016; Kendall & Gal, 2017). Learning essentially consists of updating the 
prior distribution p(h) to the posterior distribution ��� � � �  in light of the training data � :

	
� �� � � � �

���� � ��� � ��
��� �

� ���� � �� � � �� �

where ��� � ��  is the likelihood of the hypothesis h (i.e., the probability of the data given 
h) and ��� �  is the marginal probability of the data, which serves as a normalization factor. 
Intuitively, ��� � � �  captures the state of knowledge of the learner and hence its epistemic 
uncertainty. The more concentrated (or “peaked”) the probability mass in a small region of 
� , the less uncertain the learner is. Since every � � �  produces a probabilistic prediction, 
the belief about the outcome y is represented by a second-order probability: a probability 
distribution of probability distributions (Shaker & Hüllermeier, 2021) (cf. Fig. 2 for an 
illustration).

More concretely, the predictive posterior distribution specifies the posterior probability 
of each outcome � � � . It is defined in terms of the expected probability ��� � �� � � , where 
the expectation is taken with respect to the posterior distribution ��� � � � :

	
� �� � �� � � ��� � � � � ��� � �� � � � �

�

�
��� � �� � � � � �� � � � � (4)

In practice, as computing the exact expectation is intractable, (4) is commonly approxi-
mated using Monte Carlo integration techniques. In the simplest case, a finite ensemble 
� � �� � � � � � � � � �  consisting of a set of M models is trained, and integration is replaced by 
the arithmetic average (Malinin et al., 2021; Shaker & Hüllermeier, 2020, 2021):

	
� �� � �� �

�
�

��

���

��� � �� � � � � (5)

Fig. 2  Uncertainty awareness, illustrated on the probability simplex for � � �� � � � � � � � � . From left 
to right: Aleatoric uncertainty without any epistemic uncertainty awareness, Bayesian representation of 
epistemic uncertainty in the form of a probability distribution over probability distributions, a more con-
centrated or “peaked” second-order distribution compared to the previous one
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3.1  Entropy

A principled and popular approach to measuring and separating aleatoric and epistemic 
uncertainty in (Bayesian) machine learning, though criticized for not satisfying certain 
theoretical axioms (Wimmer et al., 2023), is based on the classical information-theoretic 
measure of (Shannon) entropy (Depeweg et al., 2018). Total uncertainty (TU) is hereby 
measured in terms of the entropy of the posterior predictive distribution:

	
�� ��� � �

�
��� � ��

�
� �

�
� ��� � � � � ��� � �� � � �

�
�� (6)

where the Shannon entropy of a (discrete) probability distribution � � � � � � � � � � � � �  is 
given by

	
� ��� � �

��

� ��

� � � ���� � � � �

By fixing a hypothesis � � � , the epistemic uncertainty is essentially removed, and only 
aleatoric uncertainty remains. Therefore, a natural measure of aleatoric uncertainty (AU) is 
the conditional entropy (i.e., the expected entropy of ��� � �� � � , with the expectation taken 
with regard to the posterior ��� � � � ):

	
�� ��� � � ��� � � � �

�
��� � �� � �

�
�

�

�
��� � � � �

�
��� � �� � �

�
� � � (7)

Eventually, the epistemic uncertainty (EU) is measured in terms of the mutual information 
between hypotheses h and outcomes y, which is obtained as the difference between total and 
aleatoric uncertainty:

	

�
�
�� � � �� �

�

� �� �
�� ���

� �
�
� � � � � �

�

� �� �
�� ���

� � ��� � � � �
�

� � � � �� � �
�

� �� �
�� ���

� (8)

In practice, approximations of (6) and (7), and hence of (8), are again obtained by replacing 
integration over �  with averaging over a finite ensemble:

	
�� ��� � �

�
�

�

��

���

��� � �� � � �

�

� (9)

	
�� ��� �

�
�

��

���

�
�

��� � �� � � �
�

� (10)

Since labels in ordinal classification are of categorical nature, the entropy-based approach 
is also applicable to probabilistic ordinal classification. Note, however, that it does not take 
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the ordinal structure into account and is invariant to permutations of the probability degrees 
(Haas & Hüllermeier, 2025b; Hüllermeier & Waegeman, 2021).

3.2  Variance

Another principled approach to separating aleatoric and epistemic uncertainty, also origi-
nally proposed by Depeweg et al. (2018), is based on the law of total variance. This measure 
is conceptually similar to the entropy measure defined in (8), making use of the variance �  
as the base measure. The total uncertainty can hereby be decomposed into its aleatoric and 
epistemic parts as follows:

	

� ��� � ��� � �� � � �
� �� �

�� ���

� � ��� � � �

�
� ��� � ���� �� � � �

�

� �� �
�� ���

� � ��� � � �

�
� ��� � ���� �� � � �

�

� �� �
�� ���

� (11)

However, the above decomposition, is primarily applicable to numerical targets y, for which 
variance is well-defined, but not for categorical or ordinal targets. Therefore, this alterna-
tive measure has so far been primarily used for quantifying uncertainty in regression tasks, 
where the target variable is continuous or integer-valued (Malinin et al., 2021).

In practice, ordinal targets � � � � � � � � �  are often encoded in terms of numbers �� � � � � � , 
and thereby embedded in the metric space ��� � � � � . Obviously, this embedding is debatable, 
as it postulates equal distances between all neighbored ordinal categories—an assumption 
that, even if acceptable as an approximation in some cases, is disputable in general. Never-
theless, if one is willing to accept this assumption, the measures in (11) can be computed. 
Their ensemble-based approximations are given as follows:

	
�� ��� �

�
�

��

���

��

� ��

��� � �� � � � � �� � � � � � � � (12)

	
�� ��� �

�
�

��

���

�
� � � �

� �
� � (13)

	
�� ��� �

��

� ��

��� � �� � �� � �� � � � (14)

with

	
� �

�
�

��

���

� � � � � �
��

� ��

��� � �� � � � � � �� � � � � � � � � � �

As a dispersion measure, variance takes the distance or dispersion of probability mass into 
account. Thus, compared to entropy, it has the advantage of not being invariant to per-
mutation of probability degrees. However, as already mentioned, the assumption of equal 
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distances, a prerequisite for applying variance-based uncertainty quantification in ordinal 
classification, remains debatable. In particular, for subjective or qualitative scales, such as 
perceived risk in risk assessment or reported pain levels in medicine, differences between 
categories are not necessarily uniform. For example, going from “no pain” to “mild pain” 
may not feel the same as going from “severe pain” to “unbearable pain.” Therefore, the 
assumption of equal spacing appears unrealistic and overly simplistic. It is important to be 
aware of this limitation when applying variance-based uncertainty quantification in ordinal 
classification.

4  Uncertainty Measures Through Binary Reduction

So far, we considered probabilistic multinomial classifiers � � � � ��� �  with 
� � �� � � � � � � � � � . Such classifiers produce predictions

	 � �� � �� � � � � ��� � � �� � �� � � � � � �� � � �� � �� �

where ��� � � �� � �  denotes the probability of the class � �  predicted by h for the query 
instance � . For any classifier h, let � � � � � � � ���� � ���  denote the (derived) binary classi-
fier that predicts the Bernoulli distribution

	 �
�
� � �� � �� �

�
�

�
�
�
� � �� � �� �

�
� �

�
� � �� � �� �

��
�

with ��� � �� � �� � � � ��� � � �� � �  and ��� � �� � � � � � �
�

������ �� � � � � � �� � � . In other 
words, � �� �  predicts whether class � �  will occur as an outcome or not; it treats this class as 
positive and all other classes as negative, and adopts the probabilities for these two cases 
from the probabilities predicted by h.

Obviously, all uncertainty measures introduced in the previous section can also be com-
puted for the binary case (� � � ). If U is any such measure, then we denote by � �� �  the 
measure that is obtained by replacing the multinomial distributions ��� � �� � �  with the 
binary distributions ��� � �� � � � � � . In particular,

	

�� �� �
� ��� � �

�
� ��� � � �

�
��� � �� � �� � �

� �
� �

�
�

�

��

���

��� � �� � �� �
� �

�

�

�� �� �
� ��� � � ��� � � � �

�
��� � �� � �� � �

�
�

�
�

��

���

�
�
��� � �� � �� �

� �
�

�

where � � �  (entropy-based) or � � �  (variance-based).
Given label-wise measures of that kind, Sale et al. (2024) propose to define overall mea-

sures of uncertainty for the original multinomial case as follows:

	
� ���

� ��� �
��

� ��

� �� �
� �� � � (15)
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This approach is inspired by binary decomposition techniques for reducing a multinomial 
classification problem to several binary problems (Allwein et al., 2001), in particular the 
one-versus-rest decomposition (Rifkin & Klautau, 2004). Here, the same idea of reduction 
is applied to uncertainty measures. Intuitively, the uncertainty in the answer to the question 
“Which class will occur?” is defined as an aggregation of the uncertainties in the questions 
“Will class � �  occur, yes or no?”, � � � � � � � � � . One obvious advantage of this approach is 
that measures like variance can be used in a theoretically sound manner, because variance is 
well defined for the binary case—as opposed to the multinomial case. Another advantage is 
that uncertainty quantification becomes somewhat more nuanced, for example because the 
overall uncertainty can be attributed to specific class labels (Sale et al., 2024).

A one-versus-rest decomposition is still invariant toward the permutation of class labels 
and does not take the ordinal structure of the problem into account. In particular, with vari-
ance as a base measure, the overall measure of uncertainty does not capture any notion of 
dispersion or distance. Thus, one-versus-rest decomposition seems to be appropriate for the 
multinomial but not for the ordinal case. Indeed, the arguably most natural reduction in the 
case of ordinal classification is not achieved by means of a one-versus-rest decomposition, 
but rather through binary splits of the ordinal scale, separating a lower part �� � � � � � � � � �  
of the scale from an upper part �� � �� � � � � � � � �  (Frank & Hall, 2001; Li & Lin, 2006). In 
the following, we will refer to this approach as the order-consistent split (OCS) reduction. 
Again, this reduction allows for solving the original classification task—the correct ordinal 
category can be recovered from consistent answers to � � �  queries of the form “Does the 
class label exceed level k?”, � � � � � � � � � � �  (see Fig. 3 for an illustration). Moreover, it 
takes the ordinal structure of the problem into account (Huhn & Hüllermeier, 2008) and, 
unlike variance (cf. Sect. 3.2), does not require a cardinal scale with equally spaced cat-
egories— a requirement that may pose a significant limitation not only in theory but also 
in practice.

Correspondingly, for any classifier h, let � �� � � � � � ���� � ���  now denote the (derived) 
binary classifier that predicts

	 �
�
� � �� � ��� �

�
�

�
�
�
� � �� � ��� �

�
� �

�
� � �� � ��� �

��

with

Fig. 3  Example of an OCS decomposition with five classes
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�
�
� � �� � � �� �

�
�

�

�����

� � � � � �� � �

�
�
� � �� � ��� �

�
�

�

� �� � � � �

��� � � �� � � �

Thus, � ��� �  treats the classes � � � � � � � � �  as negative and the classes � � �� � � � � � � �  as posi-
tive, and again adopts the probabilities for these two cases from the probabilities predicted 
by h. Similar to above, we obtain
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where � � �  (entropy-based) or � � �  (variance-based). Moreover, the overall measures 
of uncertainty for the original ordinal problem is given by

	
� ���

� ��� �
� � ��

� ��

� ��� �
� ��� �� (16)

For the special case of total uncertainty on first-order (predictive) probabilities, the above 
construction has already been considered by Haas and Hüllermeier (2025b), who argue 
for its suitability in the context of ordinal classification. They show, for example, that both 
�� ���

�  and �� ���
�  are maximized by the bimodal distribution that assigns probability 1/2 to 

the extreme classes 1 and K, respectively, and not by the uniform distribution.
An important question is whether the binary reduction increases the computational com-

plexity of decomposing uncertainty into AU, EU, and TU at inference time compared to 
established measures. For conventional approaches (cf. Sects. 3.1, 3.2), the computational 
cost is � �� � � � � � �� � � �� � � � �� , where n is the number of data samples, K the 
number of classes, M the number of predictors in the ensemble, and the constant factor 3 
accounts for the three uncertainty measures (AU, EU, TU). The factor K arises because 
common measures such as Shannon entropy or variance require iterating over all K class 
probabilities.1 In contrast, for the proposed binary reduction technique, the computational 
cost is

	 � �� � � � �� � �� � � � �� � � �� � � � ���

where each binary split involves only two meta-classes, and the procedure is applied across 
� � �  splits corresponding to the order-consistent splits of the ordinal scale. Consequently, 
the binary reduction approach retains the same asymptotic complexity as conventional mea-
sures and incurs no additional computational costs.

1 Note, however, that K can effectively be treated as a constant (and hence removed as a factor), because the 
number of levels in common ordinal classification tasks is relatively small.
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5  Experiments on Ordinal Benchmark Datasets

In the following sections, we evaluate the approaches described above for disentangling 
aleatoric and epistemic uncertainty using common tabular ordinal benchmark datasets. Our 
focus is on how effectively the different measures enhance predictive performance and deci-
sion-making, taking into account standard ordinal classification metrics. Specifically, we 
assess the measures’ effectiveness in error detection through rejection-based experiments 
and evaluate their performance in out-of-distribution detection.2

5.1 Experimental Setup

To approximate Bayesian inference, we create ensembles consisting of 10 independent gra-
dient boosted trees (GBT) (Friedman, 2001) (refer to Appendix E for additional experimen-
tal results using ensembles of 10 Multi-Layer Perceptrons (MLPs) instead). As demonstrated 
by previous studies, increasing ensemble size improves calibration and reduces epistemic 
uncertainty by decreasing the variance among ensemble members (Lakshminarayanan et 
al., 2017; Snoek et al., 2019). However, returns diminish beyond moderate ensemble sizes 
(typically 5–10 members), while computational costs continue to increase. For this reason, 
we adopt this commonly used ensemble size in our uncertainty quantification experiments 
(Malinin et al., 2021; Wimmer et al., 2023). In our study, we use GBTs rather than deep 
neural networks as they provide state-of-the-art performance on tabular datasets (Grinsztajn 
et al., 2022; Shwartz-Ziv & Armon, 2022), and tabular datasets are prevalent in high-stakes 
settings like finance (Chang et al., 2018) or medicine (Yıldız & Kalayci, 2025). Hence, 
GBTs are also highly relevant for practitioners. Furthermore, unlike Random Forests, they 
also enable flexible usage of loss functions, including proper scoring rules such as cross-
entropy loss (Gneiting & Raftery, 2007).

According to Malinin et al. (2021), we set the subsample rate to 0.5 to induce stochastic-
ity in the sequential training process and eventually in the resulting trees. In the context of 
gradient boosting, subsampling refers to using a subset of the training data to train each indi-
vidual tree in the ensemble. All other parameters are left with the default values. Concretely, 
we use LightGBM (Ke et al., 2017) as a fast and popular gradient boosting library for our 
ensemble implementations with the cross-entropy (CE) loss for multi-class classification 
(refer to Appendix C for additional experimental results using other popular GBT libraries). 
This approach enables us to obtain conditional probability distributions ��� � � � � , which 
serve as the foundation for evaluating various uncertainty measures.

Table 1 summarizes key attributes of the twenty-three ordinal benchmark datasets used in 
our evaluation (Bischl et al., 2025; Kelly et al., 2023; Vanschoren et al., 2014). These data-
sets are widely used in ordinal classification research and exhibit variability in size, number 
of features, number of classes, and imbalance ratio (IR), thereby providing a solid basis for 
a comprehensive evaluation of the proposed uncertainty measures. IR quantifies the degree 
of class imbalance, typically defined as the ratio between the number of instances in the 
class with the largest number of instances and that in the class with the smallest number of 
instances (Zhu et al., 2020).

2 The source code for the experiments is made avaliable at ​h​t​t​p​s​:​​​/​​/​g​i​t​h​u​​b​.​c​o​​m​/​s​​t​e​f​a​n​​a​h​a​a​s​​​4​1​/​o​r​​d​i​n​​a​​l​-​a​l​e​​a​t​o​​r​
i​​c​-​e​p​i​​s​t​e​​m​​i​c​-​u​n​c​e​r​t​a​i​n​t​y

63  Page 12 of 69

https://github.com/stefanahaas41/ordinal-aleatoric-epistemic-uncertainty
https://github.com/stefanahaas41/ordinal-aleatoric-epistemic-uncertainty


In terms of evaluating the predictive performance in relation to the quantified uncertain-
ties, we rely on the two most popular metrics in the realm of ordinal classification: Accuracy 
(ACC) [or its inverse misclassification rate (MCR) or mean zero–one error (MZE)] and 
mean absolute error (MAE) (Gaudette & Japkowicz, 2009; Gutiérrez et al., 2016). Another 
very popular performance measure for ordinal classification is the quadratic weighted kappa 
(QWK) (Cohen, 1968; de La Torre et al., 2018). However, QWK poses some challenges in 
rejection-based evaluation in uncertainty quantification when the required confusion matrix 
becomes sparse, which is why we exclude it here. The mean squared error (MSE) is also 
commonly used when evaluating ordinal classification, emphasizing larger error distances 
(Baccianella et al., 2009; Gaudette & Japkowicz, 2009). There are also some dedicated per-
formance measures for imbalanced ordinal classification, such as average MAE (AMAE) 
(Baccianella et al., 2009) and maximum MAE (MMAE) (Cruz-Ramírez et al., 2014). How-
ever, since our focus is on general uncertainty quantification and not specifically on uncer-
tainty quantification for imbalanced data, we do not consider them here. Consequently, we 
believe that ACC and MAE best capture the fundamental trade-off in ordinal classification 
between exact hit rate and error distance minimization.

In general, we use 10-fold cross-validation for all our experiments to ensure robust and 
fair comparison of all uncertainty measures. In terms of preprocessing the datasets for the 

Table 1  Twenty-three common ordinal benchmark datasets used for evaluating the different uncertainty mea-
sures, including their imbalance ratio (IR)
Dataset # Instances # 

Features
# Classes Class distribution IR

Grub Damage 155 8 4 (49,41,46,19) 2.58
Obesity 2,111 16 7 (272, 287, 290, 290, 351, 297, 324) 1.29
CMC 1,473 9 3 (629, 333, 511) 1.89
New Thyroid 215 5 3 (150, 35, 30) 5.00
Balance Scale 625 4 3 (288, 49, 288) 5.88
Automobile 205 25 7 (3, 22, 67, 54, 32, 27) 22.33
Eucalyptus 736 19 5 (180,107,130,214,105) 2.04
TAE 151 5 3 (49, 50, 52) 1.06
Heart (CLE) 303 13 5 (164, 55, 36, 35, 13) 12.62
SWD 1,000 10 4 (32,352,399,217) 12.47
ERA 1,000 4 9 (92,142,181,172,158,118,88,31,18) 10.06
ESL 488 4 9 (2,12,38,100,116,135,62,19,4) 67.50
LEV 1,000 4 5 (93,280,403,197,27) 14.93
Red Wine 1,599 11 6 (10, 53, 681, 638, 199, 18) 68.10
White Wine 4,898 11 7 (20, 163, 1457, 2198, 880, 175, 5) 439.60
Triazines 186 60 5 (7, 10, 26, 86, 57) 12.29
Machine CPU 209 6 10 (115, 37, 21, 6, 8, 5, 3, 4, 4, 6) 38.33
Auto MPG 392 7 10 (13,78,73,58,53,48,37,22,4,6) 19.50
Boston Housing 506 13 5 (77, 239, 123, 36, 31) 7.71
Pyrimidines 74 27 10 (2, 2, 14, 14, 13, 5, 10, 4, 3, 7) 7.00
Abalone 4,177 8 10 (17, 431, 1648, 1388, 432, 125, 100, 

29, 4, 3)
549.33

Wisconsin Breast 
Cancer

194 32 5 (67, 41, 43, 24, 19) 3.53

Stocks Domain 950 9 5 (158, 227, 272, 207, 86) 3.16
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experimental evaluation, all categorical features were one-hot encoded and the ordinal 
labels � � � � � � � � �  were integer encoded from �� � � � � � .

5.2 Accuracy–Rejection Curves

A common approach for evaluating the quality of uncertainty quantification methods are 
accuracy–rejection curves, which depict the accuracy of a predictor as a function of the 
percentage of rejections (Huhn & Hüllermeier, 2009; Nadeem et al., 2010). A predictor that 
is allowed to abstain from predicting a certain percentage p of queries will only predict the 
�� � ���  of queries that it feels most certain about. Ideally, the accuracy should increase 
(for performance measures that are supposed to be maximized like ACC) or the error metric 
should decrease (for performance measures that are supposed to be minimized like MAE) 
with increasing p, leading to a monotonically increasing or decreasing curve, unlike a flat 
random accuracy-rejection curve.

Figures 4 and 5 display accuracy-rejection curves for some selected ordinal benchmark 
datasets for ACC and MAE based on the different uncertainty types (AU, EU, and TU) and 
uncertainty measures: �  (ent), �  (var), � ���

�  (bin-ent), � ���
�  (bin-var), � ���

�  (ord-ent), and 
� ���

�  (ord-var). As one can clearly see, all measures are capable of quantifying the differ-
ent uncertainty types properly, as all accuracy-rejection curves either increase or decrease 
monotonically for ACC and MAE, respectively. Hence, all the above-presented measures 
appear to be viable solutions for uncertainty quantification in ordinal classification. In spite 
of capturing different types of uncertainty, AU, EU, and TU lead to highly correlated curves, 
which is in line with observations in (Mucsányi et al., 2024). However, accuracy-rejection 
curves only provide a coarse visual way to assess the quality of uncertainty quantification 
methods and do not allow for rigorous statistical comparisons.

5.3 Prediction–Rejection-Ratios (PRRs)

To compare the different uncertainty quantification methods on a more fine-grained numeri-
cal level, prediction–rejection ratios (PRRs), as introduced by Malinin (2019), provide a 
good solution. Essentially, PRRs summarize rejection curves into a single numerical value. 
Specifically, the area between the rejection curve obtained for a given uncertainty method 
and the curve for random rejection, �� ��� , is compared to the corresponding area produced 
by a perfect oracle-based rejection, �� ���  (cf. Fig. 6). The oracle-based rejection either 
rejects all incorrectly predicted instances or, in the case of MAE, it successively rejects 
instances in decreasing order of error magnitude, resulting in a perfect rejection curve:

	
� �� �

�� ���

�� ���
�

Unlike in accuracy-rejection curves, random rejection will not produce a flat line but a line 
that decreases linearly in expectation. This is because rejected queries are supposedly del-
egated to an oracle that will answer queries correctly.

Another property of PRRs is that they assess uncertainty quantification quality indepen-
dently of classification performance. A PRR value of 1 indicates perfect rejection, consistent 
with the oracle-based rejection, and therefore represents perfect uncertainty quantification, 
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Fig. 4  Accuracy rejection curves for different datasets, uncertainty types (TU, EU, AU) and measures 
using an ensemble of GBTs (LightGBM (Ke et al., 2017)). Shaded regions around the mean represent the 
95% confidence interval
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