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Abstract

The Shapley value constitutes a widely recognized tool to assess individual contributions
of cooperating entities from a game-theoretic perspective. Within the field of machine
learning it is frequently applied to conduct feature attribution or data valuation. Aiming
to overcome its deficiencies in capturing intricate interplay between entities, the Shapley
interaction index represents a natural extension of the Shapley value, maintaining axi-
omatic uniqueness. As their complexity renders the exact computation of both quantities
impractical, recent work transfers approximation approaches from the Shapley value to
Shapley interactions. We propose Permutation-1Q, a domain-independent approximation
method based on a novel representation that traces Shapley interactions back to the Shap-
ley value’s fine-grained building blocks of marginal contributions. Sampling these instead
of the coarser discrete derivatives of which Shapley interactions are composed, allows to
utilize the collected information more efficiently.

Keywords Game theory - Shapley value - Shapley interactions - Machine learning

Editors: Zahraa S. Abdallah, Annalisa Appice, Przemyslaw Biecek, Andrea Tagarelli.

P4 Patrick Kolpaczki
patrick.kolpaczki@lmu.de

Felix Edelmann
Imu@felix-edelmann.de

Maximilian Muschalik
maximilian.muschalik@lmu.de

Eyke Hiillermeier
eyke@lmu.de

! LMU Munich, Geschwister-Scholl-Platz 1, 80539 Munich, Germany
2 MCML, Munich, Germany

Published online: 19 May 2026 &)\ Springer


http://crossmark.crossref.org/dialog/?doi=10.1007/s10994-026-07062-6&domain=pdf&date_stamp=2026-5-15
https://doi.org/10.1007/s10994-026-07062-6
mailto:patrick.kolpaczki@lmu.de
mailto:lmu@felix-edelmann.de
mailto:maximilian.muschalik@lmu.de
mailto:eyke@lmu.de

129 Page 2 of 25 Machine Learning (2026) 115:129

1 Introduction

Cooperative games form a versatile notion to model scenarios in which players can form
arbitrary groups, so-called coalitions, in order to (partially) accomplish a task together and
obtain a collective payout (Branzei et al., 2008). Within this framework every coalition is
associated with a worth, indicating the payout it could receive. In cases where the payout
is divisible and transferable among the participating players, it naturally calls for a general
mechanism to distribute the payout that all players obtain together, thus quantifying each
player’s contribution to the completion of the task. The emerging fair-division problem
w.r.t. the grand coalition’s worth is subject of intensive studies in game theory (Branzei et
al., 2008). The Shapley value (SV) (Shapley, 1953) prevails as the arguably most popular
solution due to its axiomatic uniqueness. It assigns each player a weighted average of its
marginal contributions, its caused increase in worth by joining a coalition.

Besides economics and social sciences, the SV has attracted unmatched attention in
machine learning (Rozemberczki et al., 2022), especially in the field of explainable AI. For
the purpose of explaining black-box models, it is extensively applied to assess the contribu-
tion of individual features to prediction outcomes (Strumbelj & Kononenko, 2014; Lund-
berg & Lee, 2017) and generalization performance (Cohen et al., 2007; Covert et al., 2020).
Further, it has been proposed for data valuation (Ghorbani & Zou, 2019; Jia et al., 2019),
assigning utility scores to datapoints in a training set, and structural components such as
neurons (Ghorbani & Zou, 2020) or base learners (Rozemberczki & Sarkar, 2021).

However, recent works criticize its naive usage and point out its obliviousness to syner-
gies between players which affect each other (Wright et al., 2016; Kumar et al., 2020, 2021).
Consequently, the SV’s deficiency to capture complex non-additive structures renders it
potentially susceptible to misinterpretation. Fittingly, game theory offers with the Shapley
interaction index (Grabisch & Roubens, 1999) a suitable notion that generalizes the SV from
contributions of single players to interactions for pairs of players and coalitions of any order.
The Shapley interaction index, and the broader class of Shapley interactions in general, have
recently gained recognition, especially within the context of feature explanations (Bordt &
Luxburg, 2023; Fumagalli et al., 2023; Muschalik et al., 2024a) and subset selection (Chu
& Chan, 2020) with the aim not to replace the SV but to enrich the retrieved explanations.
Shapley interactions replace the marginal contributions in the weighted average of the SV
by its higher-order extension, the discrete derivative whose complexity increases with the
interaction order of interest.

The practicality of both quantities suffers drastically from the exponential blow-up
caused by the powerset of the set of players since their exact computation encompasses
the worth of each eligible coalition. The need to circumvent this drawback incentivizes the
approximation of the SV and Shapley interactions. In particular, the SV possesses a vast
body of literature of estimation methods (Castro et al., 2009; Maleki et al., 2013; Lundberg
& Lee, 2017; Chen et al., 2023; Kolpaczki et al., 2024a). Given the conceptual proximity
of Shapley interactions to the SV, prior work already started to transfer approximation algo-
rithms from the latter to the former, be it general purpose (Tsai et al., 2023; Fumagalli et al.,
2024; Kolpaczki et al., 2024b) or specialized for certain domains or model types (Belaid et
al., 2023; Muschalik et al., 2024b) yielding closed-form polynomial solutions.

Contribution. We notice how the class of general purpose methods for Shapley interac-
tions either samples the complex higher-order discrete derivatives or the atomic building
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blocks of single coalitions. In light of the current gap within the scale of granularity for the
sampled units, we propose the approximation algorithm Permutation-IQ based on marginal
contributions. Conceptually, it is placed on the middle ground between the two extremes of
sampling higher-order discrete derivatives and sampling single coalitions, and generalizes
the vastly popular method ApproShapley (Castro et al., 2009) for the SV. In recognition
of the game-theoretic notions’ versatility and wide range of applications, we purposefully
design our methodology in a domain-independent manner to prevent any limitations in
applicability.

o We decouple Shapley interactions from discrete derivatives of higher order and present
a novel representation based on marginal contributions, establishing a new connection
to the Shapley value.

e Permutation-1Q is the first Monte Carlo method for Shapley interactions to sample mar-
ginal contributions instead of discrete derivatives or single coalitions. It can estimate
any interaction index of arbitrary order.

® Permutation-1Q is applicable to any cooperative game and thus to arbitrary domains
of interest. It is parameter-free and does not require any structural assumptions on the
cooperative game.

2 Cooperative Games and Shapley Interactions

We consider the notion of a cooperative game (N, v) formally given by a player set
N ={1,...,n} of n players and a value function v : P(N') — R assigning a real-valued
number to each subset of /. As players in N/ are meant to cooperate by forming groups,
each subset S C N is called a coalition, and thus one interprets v to assign a worth v(S) to
each coalition S. For brevity, we use [a] := {i € N: ¢ < a} and [a]p := [a] U {0} for any
a €N.

Cooperative games are a common tool to model how a model’s prediction or generaliza-
tion performance depends on the presence of the available features. To this end, each feature
is represented by a player i which can be present or absent in a coalition S, which in turn
represents the corresponding feature subset given by all its contained features. This captures
the thought that features are cooperating to achieve a prediction. The worth of a coalition
depends heavily on the given explanation task. For instance, in feature importance the worth
of a feature subset is taken as the model’s (or in general the learner’s) achieved error reduc-
tion compared to using the empty feature subset (Covert et al., 2020). The absence of play-
ers is realized by removing the represented features from the learning process or imputing
their feature values during prediction time according to varying strategies (Covert et al.,
2021). Incorporating these design choices leads to the value function v.

2.1 Individual Contributions
A recurrent problem is the fair division of the collective benefit () of the coalition

between all players. More precisely, this task requires to assign a real-valued payoff to
each player i € N. To this end, the Shapley value (SV) (Shapley, 1953) is built on four
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desiderata, namely efficiency, symmetry, linearity, and null player, which arguably capture
a widespread understanding of fairness (see Section A1l for formal definitions).

Definition 1 (Shapley Value (Shapley, 1953)) For any cooperative game (N, v), the SV of
eachi € NV is

= Y e AYS)
o (ah)

with A;(S) := v(SU{i}) — v(9).
The marginal contribution A;(S) quantifies increase in worth caused by 7 joining S and the
SV can be understood as a weighted average of a player’s marginal contributions. It is prov-
ably the only payoff assignment to fulfill the four desiderata efficiency, symmetry, linearity,
and dummy player (Shapley, 1953).

Additive feature explanations divide a quantity of interest, e.g. generalization perfor-
mance of a learner, among the available features (Cohen et al., 2007; Covert et al., 2020).
A popular approach to derive a partition of that quantity is to interpret it as a fair division
problem: the achieved performance is to be divided fairly among the features with each fea-
ture’s share reflecting its contribution. Once a cooperative game is modeled, this paradigm
allows to apply the SV to determine each feature’s share which is interpreted as the feature’s
importance within the learning task.

2.2 Extension Beyond Pairs

The resulting payoff distribution might be understood as players independently contributing
to the collective benefit in additive fashion. This view neglects synergies between players and
howthey influence each otherinthe creation of worth. To grasp the possibly non-additive nature
of v, one can extend the marginal contribution A;(.S) for a single player to pairs by the notion
of the discrete derivative A; ;(S) :==v(SU{i,j}) —v(SU{i}) —v(SU{j}) +v(S). It
turns zero if 7 and j contribute independently to S C A\ {4, j}, positive if v is superaddi-
tive for the marginal contributions of i and j to S, and negative in case of subadditivity. This
concept can be generalized to the discrete derivative of any order k € [n]y for arbitrary
interaction sets K C N with | K| = k, subsuming the marginal contribution in the case of
k=1

Ax(8)= > (~D)Wy(suw). )

WCK

On this basis, and likewise with an axiomatic justification, Grabisch and Roubens (1999)
propose the Shapley interaction index (SII).

Definition 2 (Shapley Interaction Index (Grabisch & Roubens, 1999)) For any cooperative
game (N, v), the SIl of each K C N is
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1

OK =
sca\k (n—k+1) ( n‘§|k )

CAg(S).

Similar to the SV, the SII is a weighted average of discrete derivatives. It serves as the natu-
ral extension of the SV for single players to coalitions of any order £ as it is the only index to
satisfy the generalized versions of the symmetry, linearity, and dummy player desideratum,
plus a fourth recursive axiom, and coincide with the SV in the special case of k = 1, i.e.
¢y = bi, (Grabisch & Roubens, 1999).

Despite their popularity, additive feature explanations generated by the SV are not free
of criticism. Wright et al. (2016); Kumar et al. (2020, 2021) agree on the limited capabil-
ity of the SV to capture synergy effects between features. Fittingly, incorporating Shapley
interactions provide a convenient opportunity to enrich these explanations without having to
extend the modeled cooperative game. By reporting Shapley interactions between pairs of
features (or any other higher order), feature interaction explanations give an insight on how
features affect each other (Bordt & Luxburg, 2023; Fumagalli et al., 2023; Muschalik et al.,
2024a). Depending on the sign, one interprets the features to be complementary (positive),
independent (zero), or redundant (negative).

2.3 Alternative Indices

Despite the axiomatic derivation, the weighting used within the SII is not without alterna-
tives. For instance, the Banzhaf interaction index (Grabisch & Roubens, 1999) satisfies the
four desiderata for interaction indices but reduces to the Banzhaf value (Banzhaf, 1965)
(the uniform average of a player’s marginal contributions) for £ = 1 from which it inher-
its uniform weights. Further examples include the Shapley Taylor interaction index (STII)
(Sundararajan et al., 2020) and the Faithful Shapley interaction index (FSII) (Tsai et al.,
2023) whose solutions for a given top-order k of interest also exhibit the shape of a weighted
average of discrete derivatives (not necessarily for those between order 1 and k). For these
specific weightings, the cardinal interaction index (CII) (Grabisch & Roubens, 1999) can be
seen as a generic term that encompasses them and allows arbitrary weights.

Definition 3 (Cardinal Interaction Index (Grabisch & Roubens, 1999)) For any cooperative
game (N, v) and weights wy, s € R for all combinations of k € [n] and s € [n — ko, a CIl
assigns to each K C N

IK = Z wk7|5|-AK(S’).
SCN\K

Grabisch and Roubens (1999) show that the generalized axioms of symmetry, linearity,
and null player are only fulfilled simultaneously by the class of ClIs. We refer to Appen-
dix 7 for further details regarding the axiomatization of the SV and ClIs and use the terms
CII and Shapley interactions interchangeably. The CII subsumes the SII with weights

1

(n_k+1)( n;k )

Wk,s =
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3 Approximating Shapley Interactions

With the recognition of the axiomatic uniqueness of the SV and the SII, both find applica-
tions that span over diverse fields of research. Unfortunately, it is the shape of a weighted
average of marginal contributions or discrete derivatives encompassing the worth of 2"
coalitions that poses serious practical limitations on both measures. In particular, the exact
computation of the SV is well-known to be NP-hard (Deng & Papadimitriou, 1994). Given
the similarity of being likewise a linear combination of all 2™ coalition values, this result
should obviously also hold for any CII with non-zero weights in general. As a consequence,
the practical feasibility of Shapley interactions necessitates their reliable approximation as
they can otherwise not be computed for larger player numbers 7.

3.1 Formal Problem Statement

Given a cooperative game (N, v), an interaction order k € [n], weights (wr.s)scin—k],»
and a budget T, the objective of an approximation algorithm A4 is to estimate the unknown
interactions Ik for all K € N}, := {S C N : |S| = k} specified by the weights. Hence, .A
is required to return an estimate I}, for each K € Nj,. The approximation process is car-
ried out in 7 discrete steps. In each step ¢, A chooses a coalition S; C N and evaluates its
worth v(S;) by accessing v, finally resulting in a retrieval sequence of evaluated coalitions
S1,...,S97 and corresponding values. The budget and discrete process express a resource
constraint inspired by the commonly made observation that the access to v poses the bottle-
neck in runtime. We measure the quality of a returned vector of estimates I by the mean
squared error (MSE) where the averaging is w.r.t. the individual members in K € N. Since
each I is potentially of stochastic nature, as we allow A to incorporate randomness into
the generation of its retrieval sequence, the goal of A is to minimize the expected MSE

( ;? ) > ef(he-n)]. @)

KeNy
The expected MSE is appealing thanks to its analytical accessibility through decomposition
into bias and variance.
3.2 State-of-the-Art Approximation Approaches
The approximation of CIls has been tackled with multiple approaches, mostly derived from
existing methods for the special case of the SV. We briefly present most relevant works
captured by Figure 1, enabling us to position our proposed method in the literature’s context
in Section 4.
3.2.1 Sampling Discrete Derivatives
The shape of a weighted average of discrete derivatives facilitates the interpretation of each

CII as an expected discrete derivative. Consequently, mean estimation via classical Monte
Carlo methods constitutes a natural approach to apply. In fact, for each interaction set K the
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Granularity Gap of Monte Carlo Methods
SVARM-IQ
Approximation SHAP-IQ Permutation-1Q Permutation Sampling
Algorithms
L J
v(S) Aqi(S) A;(S) Ak(S)
Marginal Pairwise Discrete Highest Order
Building Blocks Coaliichlvalies Contributions Derivatives Discrete Derivatives
.......... R E—
Interaction Order 0 1 2 k

Fine Extreme

Scale of

Coarse Extreme

Fig. 1 Taxonomy of Monte Carlo methods to approximate Shapley interactions: Existing methods are
categorized by the granularity of their sampled observations from which interaction estimates are built,
ranging from discrete derivatives of interaction order zero (collapsing to single coalition values) to the
discrete derivatives of the order & of the coalition K for which I is to be approximated. The litera-
ture only provides approximation algorithms on the two extremes of granularity. The proposed method
Permutation-1Q is the first to explore the resulting granularity gap by representing Shapley interactions as
linear combinations of marginal contributions and sampling those accordingly

weights within the SII ¢ i sum up to 1 such that each weight represents the probability that its
associated discrete derivative is drawn. For other weightings, this interpretation can be trivi-
ally restored by proportionally adjusting the probabilities and rescaling. In particular, for the
SII, for each K one can average M sampled discrete derivatives A (S1), ..., Ax (Sy) with
Sy, for each m € [M] being drawn from P(N \ K) with probability 1 pr—
(M)

. This yields the estimate

3)

The works of Sundararajan and Najmi (2020) and Tsai et al. (2023) follow this idea by
generalizing ApproShapley (Castro et al., 2009) proposed for the approximation of the SV.
In the latter, marginal contributions A;(S) are extracted from randomly drawn permuta-
tions of N by constructing S and selecting the next i via linearly traversing through each
permutation. In each traversing step, v(.5) and v(S U {i}) are evaluated and i is afterwards
appended to S for the next traversing step. Figure 2 illustrates the process of collecting
marginal contributions from a permutation of A. In contrast, the drawn permutations in
Sundararajan et al. (2020) and Tsai et al. (2023) are used to retrieve discrete derivatives
but those cannot be constructed simply by linearly traversing through the permutation. For
instance in the case of k = 2, the coalition values that make up A; ;(S) do not appear by
traversing through a permutation of A/. A decisive drawback of this approach is the fact
that each costly collected discrete derivative Ak (.S), w.r.t. the available budget, can only
be used to update I’k and none of the other estimates despite all interaction values sharing
all 2™ coalition values.
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A4(0) Ax({4}) A5({2,4}) AiVA\{L,8})  As(V\{8})
L) [ ) () () L) °
v(0) v({4}) v({2,4}) v({2,4,5}) v(N\{8}) v(N)
- . . . . .
4 2 5 1 8

Fig. 2 Linear traversal through a permutation 7 of \V: Starting with () to initiate the sequence, coalitions
are built and evaluated for their worth (blue) by including in each step the next player (black) given by 7.
The sequence terminates with the evaluation of v(N). Throughout this process, each coalition value after
v(D) is used to compute the marginal contribution (red) of the currently inspected player to the coalition
of its preceding players in 7. Except for v(N\), each coalition’s worth is (re-)used for the computation of
the next player’s marginal contribution. In total, » marginal contributions, one for each player, are col-
lected with n + 1 coalition values

3.2.2 Sampling Coalitions

The aforementioned inefficiency in sample usage can be mitigated by shifting the sample
space. Although the discrete derivative forms the natural unit to sample, one can break it
down into its atomic building blocks, single coalitions, as Fumagalli et al. (2023) and Kol-
paczki et al. (2024b) demonstrate with SHAP-IQ and SVARM-IQ, respectively. Both rely on
representations of CllIs departing from discrete derivatives. Fumagalli et al. (2023) make
use of the equivalence

I = Z (_l)k*\SﬁK\ S W [ S\K| - I/(S) )
SCN

which facilitates the mean estimation of coalition values as an alternative sampling approach.
Kolpaczki et al. (2024b) refine this representation and stratify coalitions by their size and
intersection with K:

n—k

Ik =3 ( " : )wk,s D )R M )

s=0 WCK

with strata I w,s := 1/( n R k ) DA K|s|=s V(S U ). As each stratum Ircw,s

forms an arithmetic mean, SVARM-IQ updates multiple stratum estimates I K,w,s with each
single evaluated worth v(.S). These estimates are aggregated to interaction estimates Ix
according to Equation 5. In contrast to Section 3.2.1, both methods recover the maximum
sample reuse principle, previously realized for the Banzhaf value Wang and Jia (2023) and
the SV (Kolpaczki et al., 2024a), since every observed v(S) is used to update all estimates
Ik.
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3.2.3 Weighted Least Squares Solution

A vastly different approach is pursued by Fumagalli et al. (2024) who instead of conducting
mean estimation, show that the pairwise SII can be retrieved as the solution to a weighted
least squares problem. Inspired by the SV which already exhibits this nature (Charnes et al.,
1988), Fumagalli et al. (2024) prove the following representation for n > 4 and k = 2 with

n—4\"' .
weights wy = (5—2) f2<s<n=2 foralls e [n:
Woo otherwise

¢ = lim  argmin Z wg) T
oo ( n\ scN (6)
<ZB2E]R 2

with errors for all S C N:

i€s (0,5} € N (M
{i,yn S| =1

n
where ¢y € R( 2 ) denotes the vector of all pairwise Shapley interactions ¢; ;. Since the
objective function comprises exponential many coalitions w.r.t. n, KernelSHAP-IQ (Fuma-
galli et al., 2024) approximates it by sampling from (/') and the solution to the resulting
optimization problem represents interaction estimates ng ;- Fumagalli et al. (2024) conjec-
ture that all SIIs of any order k can be characterized as a solution to a proposed generaliza-
tion of Equation 6 and provide empirical evidence.

This approach comes with a disadvantage in space complexity for the task of estimating
interactions of already preselected coalitions of interest. The objective function in Equation
6 must include the interactions of all (pairwise) coalitions, unable to mimick the preselec-

tion and thus maintaining ( Z ) estimates in general. In contrast, Monte Carlo methods as

presented in Section 3.2.1 in Section 3.2.2 have the possibility to maintain only estimates
for the desired coalitions.

4 Proposed Method

The Monte Carlo methods presented in Section 3.2.1 and 3.2.2 characterize two extremes:
one approach samples with discrete derivatives of order k£ the most coarse unit, while the
other divides these into the most fine-grained building blocks, single coalitions. Technically
speaking, these can be seen as discrete derivatives of order 0 since Ay (.S) = v(5). We seek
to explore the middle ground in granularity as illustrated by Figure 1 by expressing and esti-
mating ClIs by means of discrete derivatives of lower order between 0 and k. In particular,
we consider the special case of order one and propose with Permutation-IQ an approxi-
mation algorithm that samples marginal contributions and aggregates these to interaction
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estimates based on a novel representation of ClIs. Therefore, it constitutes a generalization
of ApproShapley (Castro et al., 2009), extending its sampling scheme to interactions of
arbitrary order. We refer to Appendix 8 for all proofs of theoretical results throughout this
section.

4.1 Novel Representation

To prepare our algorithmic contribution, we first divide discrete derivatives of any order
k > 1 into marginal contributions. This is seemingly trivial for pairs as Kojadinovic (2003)
already discovered with the following two equal decompositions of A; ;:

A i(8) = Ai(SU{7}) — AilS) ®
and AZJ(S) = AJ(S @] {Z}) - AJ(S) . (9)

Note that A; ;(S) = A;;(S) holds as the discrete derivatives are defined for sets which are
permutation invariant by nature. We generalize the decomposition into marginal contribu-
tions for any order £ > 1 in Proposition 1.

Proposition 1 For any cooperative game (N, v), order k € [n], K,S C N with |K| =k,
KNS =0 andiec K holds

Ap(8$)= Y (DM AsUW).
WCK\{i}

Interestingly, any of the & players within K can be selected to express Ak (S) as a linear
combination of this player’s marginal contributions. Next, we plug this intermediate result
into Definition 3 to obtain a new representation of ClIs.

Theorem 2 For any cooperative game (N ,v), order k € [n|, CII specified by weights
wg.s € Rforall s € [n—klp, K € Ny, and i € K holds

Ix = > (=DF IR k- A(S).
SCM\{i}

We denote the right-hand side as I%) and call for each K C N the set {I}? ri€ K}
siblings to emphasize that Theorem 2 not only provides one new representation of I but &
representations that are equivalent to each other. We interpret this formulation as a further
strengthening of the connection between the SV and Clls, as both are now expressed by a
linear combination of a single player’s marginal contributions. In fact, for order £k = 1 and

the weights given by the SII, any [ Z(L) immediately collapses to ¢; from Definition 1.
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4.2 Sampling Marginal Contributions

Theorem 2 facilitates mean estimation by interpreting any Ig) as the expected marginal

contribution, similar to the SV but with a modified distribution. Given a specified CII, we

define the sum of weights Wl((i) = ZSQN\{i} W, |5\ k| to obtain

i i W, |S\K _ _
[}() _ W}({) Z w‘/(}) I (_1)k [SNK|-1 | AZ(S) (10)
K

such that II(? becomes the scaled expected value I\Y = W (i) - E[(—1)F=1S0EI=1A,(S)]
w.r.t. the probability distribution over N =% := {S C N : i ¢ S} that assigns each S € N'~*
the probability wy, s\ x| /WS-

One could naively design a Monte Carlo method to separately sample marginal contribu-

tions for each K € N}, with the question of which sibling I}? to choose being left open.
Instead, we take inspiration from Castro et al. (2009). Our proposed method Permutation-
10 (see Algorithm 1) samples marginal contributions from random permutations of A/ and
maintains estimates / %) for all siblings of each K € Ny, Figure 2 illustrates this process.

Sampling from Permutations. Each permutation 7 : N — AN drawn uniformly at
random is traversed by sequentially retrieving the marginal contribution of a player
i to the coalition S that precedes i in 7. Starting with S =0 and 7~1(1) to obtain
Ar—1(1y(0) = v(7m1(1)) — v(0), after each step p € [n — 1] the player 7~ (p) is included
to S and the previously evaluated worth v(S U {m~1(p)}) is reused to compute the next
marginal contribution A;-1(,11)(SU {7 "!(p+ 1)}) with only one access to v needed,
namely v(S U {7~ 1(p+ 1)}). Additionally, we access v((}) only once and store its value.
Due to the reuse, n marginal contributions, one for each player, are collected with only »
evaluations, instead of naively consuming 2n.

Multiple Updates. Next, we leverage Theorem 2 and update all I ;? with ¢ € K and some
K € N, for each collected A;(.S). In doing so, we partly recover the maximum sample

reuse principle by updating ( Z B % ) estimates. This is made feasible by the fact that each

A, (S) is included in multiple I }Q Note that a representation by discrete derivatives would
not allow to apply this trick as each A i (.S) uniquely belongs to I.

Weight Correction.

The A;(S) for fixed i does not necessarily match wy, s\ x|/ WI(? within Equation 10,
hence the sampling procedure is potentially prone to return biased estimates. In fact, its

probability is 1/n ( n‘§| 1 ) and hence we correct the weights by scaling each observed
A, (S) with n - ( n|§|1 ) - wy, |5\ x| While updating, effectively performing importance
sampling. We consolidate the unbiasedness in the following intermediate result.

Proposition3 For T'> n+ 1, any order k € [n], K € Ny, and i € K, the sibling estimate

I j(f) maintained by Permutation-1Q is unbiased, i.e.
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E [i}?} = Ix.

The required minimum budget 1" > n + 1 ensures the complete traversal of the first
drawn permutation such that each sibling estimate receives at least one sample.

1: Input: (N, v), T €N, k € [n], (Wk,s)scin—k]o € RP—F+1
2 IV« 0forall K € Ny, i € K

3: ¢; < 0 foralli e N
4

: Vg — I/(@)
5 M +— L%J
6: form=1,...,M do

7: Draw 7 : N'— A uniformly at random
8 S0
9 forp=1,...,ndo
10: i« 7= (p)
11: vp  v(SU{i})
12: Al & Up — Up—1

. 7(9) n—1 k—|SNK|—-1

13: f}? — Tic-etn(ls) )wk":,\ﬁ(il) A for all K € N}, with i € K
14: ci ¢ +1 '
15: S« Su{i}
16: end for
17: end for

18: I AGGRE‘.GATE‘.({]A%) ci€ K}) for all K € N,
19: Output: I for all K € Ny

Algorithm 1 Permutation-IQ

4.3 Aggregating Sibling Estimates

Each sibling estimate I 1(? represents a candidate to be taken as the estimate Ik. Intuitively,
one could randomly select any I }?. However, all siblings share different information in the

sense that for fixed K every observed A;(S) is associated with a unique I ;?. Taking advan-
tage of the complete information available for I via a more sophisticated aggregation of
the siblings (line 18) promises Ik to be more precise. Instead of applying the arithmetic
mean | K= % ZZ K f;?, we intend to to minimize the variance of the final estimate [ K
by taking the varying degrees of precision between the estimates into account. Obviously,
estimates f;? with lower sample variance, determined by the distribution of i’s marginal
contributions, should receive larger weights.

Thus, we seek a convex combination of sibling estimates with coefficients \; for each
1 € K. Abstractly speaking, one can view this as the aggregation of multiple random vari-
ables sharing the same mean, in this case I as given by Proposition 3. We apply the well-
known inverse variance weighting (IVW) which provably minimizes the variance of the
weighted average. Since the variances 0'%(7(14) = V[(—1)*~ISNKI=1A;(S)] are unknown,

we substitute them by the sampling variances 6% ) obtained during approximation and
employ the following linear combination in Aggregate :
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Note that the optimality of the IVW only holds for independent random variables but the
sibling estimates are correlated because the siblings effectively still share the same coali-

tion values. Through this simplification we circumvent further maintaining ( g ) sample

covariances for each K. If at least one sample variance equals zero then we take the arith-
metic mean of all sibling estimates with zero sample variance. Further, we exclude sibling
estimates with no collected samples. In general, based on Proposition 3 we show that any
aggregation using a convex combination yields unbiased estimates.

Corollary 4 ForT > n+ 1, any order k € [n], K € Ny, ¢ € K, and coefficients \; € [0, 1]
for each j € K forming a convex combination, the estimate /i returned by Permutation-1Q
after aggregating sibling estimates is unbiased, i.e.

E[Ik] =Ix.

Note that Corollary 4 does not require the coefficients to be independent of the random
outcomes during sampling as it is the case for the IVW. Finally, it is worth noting that our
method can handle multiple & simultaneously with one stream of sampled permutations
because Theorem 2 supports using sampled marginal contributions for CII of any order
k>1.

5 Empirical Evaluation

We conduct multiple experiments to compare our proposed method with existing baselines
and study the impact of budget, player number, and interaction order. In addition, we com-
plement our theoretical findings that guide our algorithm design.

Datasets and Cooperative Games. Attempting to mirror the variety of use cases for
Shapley interactions, we construct cooperative games from datasets of different machine
learning domains. In particular, we consider the use cases of feature attribution, feature
importance, and federated learning. See Table 1 for an overview.

Feature attribution (Sundararajan & Najmi, 2020) aims at providing local explanations
of how the specific feature values of a selected datapoint x contribute to the prediction
h(x) of a model /4 of interest. A cooperative game is constructed by viewing the features
as players and defining the worth ©/(.5) of a feature subset S as the difference in prediction
h(zs) — h(xp) caused by the feature information. Here x s is the manipulated datapoint x in
which the feature values of S remain and those of the features not in S are imputed. Hence,
xg simulates the datapoint with no feature information. To preserve comparability, we use
the cooperative games of the shapigq package (Muschalik et al., 2024a) generated from clas-
sification on the adult census dataset with a gradient boosting (random forest) model and
classification on the /mageNet dataset with a ResNet18 model.
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Table 1 Combinations of dataset

Dataset Players Model Prediction task ~ Use
and use case from which the case
cooperative games are generated - -
by Muschalik et al. (2024a) used Adult census 14 Random Classification F eature
within the empirical evaluation (Kohavi, forest attribu-

1996) tion

Adult census 14 Random Classification Feature

(Kohavi, forest impor-

1996) tance

ImageNet 14 ResNetl8  Classification Feature

(Deng et al., attribu-

2009) tion

California 14 Random Regression Dataset

housing forest valua-

(Kelley Pace tion

& Barry,

1997)

Following a similar spirit, feature importance (Covert et al., 2020) provides global expla-
nations by viewing the resulting generalization performance of a model on a dataset as
worth. Hence, the Shapley values and Shapley interactions shed light on how useful features
are. Here, one retrains a model of interest for each feature subset and measures the achieved
loss with that subset. We use the generated games in shapig for the adult census dataset.

Departing from features as players, we inspect cooperative games from federated learn-
ing (Sim et al., 2020) where multiple clients each with their own dataset train a joint model
to achieve better prediction performance. The worth of a coalition of clients is determined
by the performance of the joint model from their datasets. The shapig package simulates this
on the california housing dataset by randomly partitioning the original dataset into smaller
parts which constitute now the players of a game.

In addition, we make use of synthetic games whose value function and Shapley interac-
tions are specified by a polynomial number of parameters. These allow to study the impact
of much higher player numbers z than for games stemming from real-world datasets because
they simplify the required error tracking from exhaustive exact calculation of Shapley inter-
actions to a polynomial closed-form solution. A common class of synthetic games are sums
of unanimity models (SOUM) which effectively sum up interaction values of selected coali-
tions and can be generated randomly. We refer to Fumagalli et al. (2023) for further details.

Performance metrics.

Given a cooperative game on which approximation algorithms are to be evaluated, we
run the methods multiple times on randomly chosen pre-generated games and report the
empirical MSE and its standard error. To facilitate the MSE calculation, we exhaustively
compute all Shapley interactions in advance, posing a practical limit on the player number
n in each game. We judge the obtained MSE values in dependence to the consumed budget
and runtime. For sake of brevity, we focus on the Shapley interaction index as a representa-
tive index for the class of cardinal interactions.

5.1 Sibling Estimate Aggregation

Our characterization of cardinal interactions in Theorem 2 yields & representations for each

Ik and thus opens the door for a variety of approaches to aggregate sibling estimates I ;?
maintained by Permutation-I1Q into one final estimate /. We inspect in Figure 3 how dif-
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100 T
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10-5||- - Player 7 - Player 1 - Player 10
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—— Mean —— Mean —— Mean
10-9 | |—1vW 1073 | | —1vW 1072 | | —1vW
10? 10° T 10t 10? 10° T 10 10° 10° T 10*
(a) Feature attribution (b) Feature importance (c) SOUM game
K ={6,7,8} K ={0,1,2} K = {9,10,11}

Fig. 3 Squared error of <z3 x returned by Permutation-IQ using different methods of sibling estimate ag-
gregation for specific coalitions K depending on available budget 7: The games are generated from (a)
feature attribution on the adult census dataset with n = 14 features, (b) feature importance on the adult
census dataset with n = 14 features, and (c) a synthetic SOUM with n = 15 players. The shaded bands
represent the standard error of the empirical average over 50 repetitions

fering sibling estimates for the Shapley interaction index behave in terms of approximation
quality, and compare these to taking the mean and our proposed inverse variance weighting
(IVW) as a more sophisticated aggregation of these sibling estimates.

First to mention is that the sibling estimates indeed exhibit varying errors. Since we
proved their unbiasedness in Corollary 4, this implies that the distributions of marginal
contributions A;(.S) have different variances depending on the player i, notably despite the

fact that each weighted average of marginal contributions I %) equals the interaction /. We
interpret this observation as a justification for our discussion of how to aggregate sibling
estimates. The naive approach to make use of the information contained in all sibling esti-
mates by taking the mean is not necessarily advisable. Figure 3 (a) even showcases that it
may be outperformed by individual sibling estimates. These extreme cases are caused by
the additional variance in the mean introduced by the weaker estimates which are equally
weighted as the better performing ones. This leads us to the comparison with the [IVW which
optimally weights the estimates (ignoring covariances) and thus achieves lower errors than
the mean and all individual estimates. Admittedly, the optimal IVW is together with the
required sibling variances a priori unknown and an imprecise estimation may mislead the
weighting into suboptimality, especially for low budget, reducing the number of avail-
able samples for variance estimates. However, we do not encounter such drastic examples
throughout our constructed games and considered interactions.

5.2 Comparison with Existing Methods

In the following, we compare the achieved approximation quality and consumed runtime
of Permutation-I1Q using the IVW against existing baselines in the literature. More specifi-
cally, we are interested in the MSE depending on the budget as well as the passed runtime,
and also the impact of the approximations problem’s size, given by n and £, on the runtime
of each algorithm.

We select those approximation algorithms which can handle any arbitrary cooperative
game as methods to compare with, presented in Section 3.2: Permutation Sampling (Tsai
et al., 2023), SHAP-IQ (Fumagalli et al., 2023), SVARM-IQ (Kolpaczki et al., 2024b), and
KernelSHAP-IQ (Fumagalli et al., 2024).
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Budget-dependent MSE.

The achieved approximation quality depending on the budget is a marker of how well
an algorithm uses the limited information collected from the value function of a game.
Throughout the remainder, we consider a budget ranging from 50 to 5000 steps as all games
consist of 14 players and thus comprise 16384 coalitions. Figures 4, 5, and 6 depict the
results categorized by the interaction order k£ spanning from 1 to 4.

Our obtained result collectively indicate that no method is superior to its competitors.
Not only depending on the dataset and domain, but also on the budget 7 and the interaction
order £, a different algorithm might be preferable. For feature attribution Permutation-1Q
estimates Shapley values (k = 1) preciser than rivaling Monte Carlo methods and behaves
evenly with KernelSHAP-IQ. For higher orders and lower budget Permutation Sampling
seems to have an advantage which we attribute to its initialization of estimates to zero which
prevails even for higher budget values since it collects fewer samples due to its design.
As interactions tend to become smaller for higher £ this bias becomes helpful and simul-
taneously visible from its increase in MSE over time. On the contrary, for higher k and T,
Permutation-1Q exhibits competitive approximation quality.

The noticeable spike of SHAP-1Q, SVARM-IQ, and KernelSHAP-IQ is caused by their
implementation in the shapiq package which depending on the available budget first evalu-
ate all coalitions of certain very low and very high sizes due to their low number and then
sample from the space of mid-sized coalitions. This leads to a behavior that resembles a step
function: at certain budget points this mechanism includes the next sizes in the complete
evaluation. Our implementation of Permutation-1Q does not include this mechanism.

Runtime-dependent MSE.

In many practical scenarios the computational effort expressed by runtime is the ultimate
bottleneck for approximating Shapley values and interactions. The budget used cannot be

MSE

MSE
1072

10!

10!

1074 1072 —
Permutation Sampli —
—— Permutation Sampling —~— - —
10-5 | |—SHAP-IQ 105 pa— — —
—— SVARM-IQ ~
—— KernelSHAP-IQ
10-6 Permutation-1Q B
T L 1077 I L
10? 10° 10? 10% T
(a) k=1 (b) k=2

|
10°

(c) k=3

. .
10° 10° T

(d) k=4

Fig. 4 Achieved MSE of compared methods for varying interaction order & depending on budget 7. The
games are generated from a local explanation task on the adult census dataset with n = 14 features. The
shaded bands represent the standard error of the empirical average over 50 repetitions
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107"
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10
10°
10!
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—— Permutation Sampling 10-3
—— SHAP-IQ
—— SVARM-IQ 10-4
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—— Permutation-1Q
X . 10~° . |
10? 10° 10? 10° T
(a) k=1 (b) k=2
MSE
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1072
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| |
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Fig. 5 Achieved MSE of compared methods for varying interaction order £ depending on budget 7. The
games are generated from a local explanation task on the ImageNet dataset with n = 14 features. The
shaded bands represent the standard error of the empirical average over 50 repetitions

MSE
10
107"
107%
—— Permutation Sampling
—— SHAP-IQ 05
—— SVARM-IQ
—— KernelSHAP-IQ
—— Permutation-1Q R
T I 1077
10? 10° 10? 10° T
(a) k=1 (b) k=2
MSE
10?
10°
1072
107
. . 10°° L I
10? 10° 10? 10° T
() k=3 (d) k=4

Fig. 6 Achieved MSE of compared methods for varying interaction order £ depending on budget 7. The
games are generated from a dataset valuation task on the california housing dataset with n = 14 features.
The shaded bands represent the standard error of the empirical average over 50 repetitions
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Fig. 7 Achieved MSE of compared methods depending on runtime up to a budget of 7" = 5000 with
interaction order £ = 4 and varying delays d for the dataset valuation task on the california housing
dataset with n = 14 features. The shaded bands represent the standard error of the empirical average

over 50 repetitions

T MSE
N —— Permutation Sampling
AN —— SHAP-IQ
—— SVARM-IQ
—— KernelSHAP-IQ 10!
Permutation-1Q

MSE T
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10°
107

107 .
| 1072

10 L 1073 L L L L
10 15 20 25 0 5 10 15 20 25
Runtime (10 s) Runtime (10 s)

(a) Feature attribution (b) Feature importance

Fig. 8 Achieved MSE of compared methods depending on runtime up to a budget of 7' = 5000 with
interaction order k = 4 and delays d = 50ms for (a) the local explanation task on the ImageNet dataset
with n = 14 features and (b) the global explanation task on the adult census dataset with n = 14 fea-
tures. The shaded bands represent the standard error of the empirical average over 50 repetitions

directly equated with runtime as each algorithm performs different operations between the
accesses to ¥ to maintain its estimates. Hence, we investigate the achieved MSE values in
relation to the consumed runtime of each algorithm. Worth considering is the actual runtime
to retrieve a worth v/(.S). Even though it is independent of the executed method, it impacts
the comparison. The lower it is, the more it punishes methods with algorithmic overhead.
Since we are using already generated cooperative game and do not access model nor data,
we capture its impact by a constant delay d that is added to each access of v.

We study the impact of different delays in Figure 7. Here, the runtime advantage of Per-
mutation Sampling and Permutation-1Q becomes visible especially for no delay added. For
the considered task Permutation-I1Q shows lower approximation error measured by runtime
than its competitors. On the other hand, Figure 8 shows the competitiveness between these
algorithms on different datasets. As a common pattern SHAP-IQ and KernelSHAP-IQ per-
form due to its higher runtime consumption.

Complexity-dependent Runtime.
To better understand the observations made above, we study how the key parameters n

and £ affect the runtime of the compared methods. Obviously, an increase of n or £ should
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Fig. 9 Runtime (in seconds) of compared methods averaged over 30 repetitions for fixed budget
T = 10000 depending on (a) the interaction order k for local explanations on the adult census dataset
with n = 14 and (b) the number of players » for a synthetic SOUM with k = 2

also end up in an increase of runtime since the number of interactions /i to be estimated
grows in our considered problem statement, as long as k < n/2 holds.

Figure 9 shows the measured runtime for fixed budget and varying k and n. Permutation-
IQ exhibits a runtime behavior depending on k comparable to SHAP-IQ and KernelSHAP-
1Q, while Permutation Sampling is barely affected and SVARM-IQ visibly consumes the
most runtime. The runtime comparison for varying » reveals a similar picture. Pemrutation
Sampling and Permutation-1Q consume the least runtime while SVARM-1Q’s disadvantage
due to stratification by coalition size, and thus increasing number of maintained strata, is
exposed.

6 Conclusion

We characterized Shapley interactions as weighted averages of marginal contributions
instead of higher-order discrete derivatives, paving the way to apply approaches for esti-
mating the SV via sampling of these more fine-grained building blocks. Accordingly, our
proposed algorithm Permutation-I1Q constitutes a theoretically grounded generalization of
approximating the SV and Shapley interactions. Conceptually, it is the first to explore the
trade-off between sampling the most coarse discrete derivatives and the atomic building
blocks of coalitions. It remains free of structural assumptions and parameterization while
preserving orthogonality to other extending approaches for future work such as stratifi-
cation. Our empirical results confirm our analytical approach from which we derived the
weighting of the estimates for multiple representations. Our work is not limited to marginal
contributions. Instead, it opens the door to consider discrete derivatives of any intermediate
order for both representation and sampling. Investigating how higher orders benefit space
and time complexity despite incurring a loss in reusability of observed samples appears
promising for future work.
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Appendix A Axiomatization of the Shapley Value and Cardinal
Interaction Indices

A.1 Shapley Value

To impose desirable axioms, we first define the notion of a solution concept for the fair
division problem resulting from a given cooperative game (N, v) with n := |\ players.

Definition 4 (Solution Concept) A solution concept I maps any cooperative game (A, v) to
a real-valued n-dimensional payoff vector, i.e.

TN,v) = (z1,...,2,) ER™.

We denote the payoff of any player i € N assigned by I' as I';(NV,v). Shapley (1953)
defines four axioms to capture fair solution concepts.

e Efficiency: The by 7y assigned individual payoffs sum up to worth of the grand coalition:
n
D TN, ) = v(N).
i=1

e Symmetry: I" assigns any two players who can be substituted by each other without a
change in worth the same payoff:

Vi,j e Nt (VS CN\ {4, 5} v(SU{i}) =v(SU{j}) = T:(N,v) =T;(N,v).

e Linearity: I' is linear w.r.t. multiplication of v by any constant ¢ € R and addition of
two value functions v and v defined for the same player set V:
Vi e N : TN, cev) = (N, v)
and Vi € ./\/ . F(./\/,I/l + 1/2) = FZ(N, 1/1) + Fi(N,l/2) .

e Dummy player: I" assigns each player i € N' whose marginal contribution all equal
some value ¢ € R the payoff c:

VieN: (EC eRVS e N\ {Z} : AZ(S) = C) = Fi(N, l/) = C'Shapley (1953)
proves that the Shapley value is the unique solution concept to fulfill all four axioms
simultaneously.

A.2 Cardinal Interaction Indices
The axiomatization of cardinal interaction indices and specifically the Shapley interaction

index is similar to that of the Shapley value. Here the counterpart, to the notion of a solution
concept is the interaction index subsuming the solution concept.
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Definition 5 (Interaction Index) An interaction index I' maps an y cooperative game (N, /)
to a real-valued 2" dimensional interaction vector, i.e.

T(N,v) = (z5)sep) € R?" .

We denote the interaction of any coalition K C N assigned by I as I's (N, v). Grabisch and
Roubens (1999) define the following axioms for interaction indices.

e Symmetry: I assigns any two coalitions that do not differ in their comparable discrete
derivatives the same interaction:

VK1, Ky CN - (VS C N\ (K1 UK2) : Ag, (S) = A, (S)) = T, WV, ) = D, (N, v) .

e Linearity: I' is linear w.r.t. multiplication of v by any constant ¢ € R and addition of
two value functions v and v defined for the same player set V:

VK CN :TgWN,ev) =cl'g(N,v)
and VK CN :T(N,v1 + 1) =T (N,11) + T (N, 12).

o Dummy interaction: I" assigns each player i € N' whose marginal contributions all
equal some ¢ € R the payoff ¢ and all coalitions containing i zero interaction:

VieN:(BceRYVSeN\{i}: Ai(S)=c)=>Tn(N,v)=c

andVK € PN\ {i}) \ {0} : Ty (V) = 0.Grabisch and Roubens (1999) prove
that cardinal interaction indices are the unique class of interaction indices to fulfill all three
axioms simultaneously. Further, they prove that only the Shapley Interaction index is the
only cardinal interaction index that reduces to the Shapley value in the case of singletons,
i.e. o143 = ¢y, and satisfies the following recursive interaction axiom:

e Recursive interaction: For the value functions v*% v=%: P(NM\ {i}) = R with

vi(S) = v(SU{i}) and v=(S) = v(S) forall i € N and S C N\ {i}, the interac-
tion assigned by T to any coalition K with | K| > 2 can be decomposed as

PN, v) =T iy W\ {i}, v") =Ty W\ i, v ) Vi e N

Proofs Of Theoretical Results
Proof of Proposition 1 For any cooperative game (N, v), consider an arbitrary but fixed

disjoint coalitions K, S C N with cardinality |K| =k > 1 and a player i € K. For the
discrete derivative of K to S holds:
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Ag(S)= X (=D y(suw)

WCK

= (~DFWIEL y(Ssuwu i)+ > (D) y(Suw)
WCK\{i} WCK\{i}

= S (=D)RFIWIEL L (SUW U {i)) — (=) IV (S UW)
WCK\{i}

= > (=D)FIWIELA(SUW)
WCK\{i}

O

Proof of Theorem 2 For any cooperative game (N, v), consider any arbitrary but fixed
coalition K C N with cardinality | K| = k > 1, a CII specified by weights wy, s € R for all
s € [n — ko, and a player ¢ € K. For the interaction of K holds:

Ix = > wys - Ak(S)
SCN\K

= > ws | X (DR A(SUW)
SCN\K WCK\{i}

N SC%\K WC%\{-}(il)k_‘W‘_l ws| - Ad(SUW)

= SCAZ/:\{{}(—U’C*‘SQKFI “wg s\k| - Ai(S)

O

Proof of Proposition 3 Consider any arbitrary but fixed K C A with |K| = k > 1. For each
1 € N let C; be the number of permutations 7 of N that Permutation-IQ has drawn up to
its termination in which a marginal contribution A;(.S) of i to some S has been evaluated.

Let Si(c) be the c-th coalition to which a marginal contribution Ai(Si(c)) of i is drawn for all

¢ € [C;]. For the sibling estimate IAI(? ofanyi € K, and any C € N holds:

(i c n—1 15 K| — c
E |:II(() | Ci = C] = E {% 2 n ( 15| ) Ty o g+ (DETISTOE A(S ))}

_ n < E n- 1 k—]SNK|-1 A S(C)

= EXNE|( s ) s GO AT
c, () n—1

= X P(S;" =9)- ( S| ) “wp s\ - (—1)FTISORITLA(S)
S5y

e=1 SCN\{i} n-

n & n—1 _ _
= &2 > ﬁ ( 19| ) “wgs\i| - (=1)FTISOEITE A(S)
s

= > wrs\k| - (D)FTISOEITTOA(S)
i}

The probability of observing the marginal contribution A;(.S) in the c-th permutation is
P(Sfc) =) = ——L—— because i has a chance of * to be assigned to the |S| + 1-th

(")
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position in 7 and conditioned on that event each A € N\ {i} of size |S] has the same prob-
ability (nll to precede i in 7. This results in:
s )

E{f}?}: E f§?|ciz1]-P(c,21)+E[f§?|ci:o].P(ci:O)
B [1 0 > 1]

p PCP =clef 2 1) -E[if | o =]
=1

- (@) () (i)
S RCP =coP > 1!
C=1
1

Iy

where we used the assumption 7" > n + 1 which excludes the event of C; = 0 because the
budget guarantees the complete traversal of the first drawn permutation and thus at least one
sampled marginal contribution per player. O

Proof of Corollary 4 Consider any arbitrary but fixed K C N with |K| =% > 1. Let
A = {(Ni)iex : D ;e Mi = 1, A €[0,1] Vi € K} be the set of all vectors each con-
taining coefficients for a convex combinations of sibling estimates. Let A € Ak be any arbi-
trary but fixed coefficient vector used for aggregation by Permutation-IQ. Let fx , be the
density function over A i representing Permutation-I1Q’s probabilistic choice of A generated
during the sampling process and depending on v. We derive with the help of 7" > n + 1 and
Proposition 3:

E[lx] = [fyer B[k [ A = N FOV) dn N
= [fyen, 2 AE [f}?} FONY dnN
iEK
= Flvene 2 M) d°X

= [K fmf)\’GAK f()\/) dn N
Ix

O
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